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Abstract—Due to the long simulation time of the reference input set, computer architects often use reduced time simulation

techniques to shorten the simulation time. However, what has not yet been thoroughly evaluated is the accuracy of these techniques

relative to the reference input set and with respect to each other. To rectify this deficiency, this paper uses three methods to

characterize reduced input set, truncated execution, and sampling-based simulation techniques while also examining their speed

versus accuracy trade-off and configuration dependence. Our results show that the three sampling-based techniques, SimPoint,

SMARTS, and random sampling, have the best accuracy, the best speed versus accuracy trade-off, and the least configuration

dependence. On the other hand, the reduced input set and truncated execution simulation techniques had generally poor accuracy,

were not significantly faster than the sampling-based techniques, and were severely configuration dependent. The final contribution of

this paper is a decision tree, which can help architects choose the most appropriate technique for their simulations.

Index Terms—Modeling of computer architecture, measurement techniques, modeling techniques.

Ç

1 INTRODUCTION

THE SPEC CPU2000 benchmark suite [12] is a commonly
used suite for simulation-based computer architecture

research and the largest input set for each benchmark is the
reference input set. Although this input set typically
yields the most realistic behavior, due to its very long
simulation time, architects rarely simulate it to completion.

Since lengthy simulation times preclude a detailed

exploration of the design space, architects resort to

alternative simulation techniques to reduce the simulation

time. These techniques include reducing the size of the

input set, simulating a single piece of the program that

ostensibly represents the whole program, and sampling.

Although these techniques reduce the simulation time,

what is not clear is how the characteristics and the accuracy

of each technique compare to the reference input set and

to each other. Without thoroughly understanding the effects

that these techniques can have on the results, the validity of

those results is suspect, which nullifies the point of

performing the simulations in the first place.

To address this issue, this paper evaluates the accuracy

of the seven most prevalent techniques with respect to the

reference input set by characterizing them using three

different methods. The seven techniques are

1. SimPoint [17],
2. SMARTS [18],
3. random sampling [4],
4. reduced input sets (MinneSPEC [13] and SPEC test

and train),
5. simulating the first Z million instructions only,
6. fast-forwarding X million instructions and then

simulating the next Z million, and
7. fast-forwarding X million, warming up the processor

for the next Y million, and then simulating the next Z
million instructions.

The three methods that we used to characterize these seven

techniques are the 1) processor bottleneck, 2) execution

profile, and 3) architectural-level characterizations. We then

analyze each technique from three additional perspectives,

namely, their speed versus accuracy trade-off (SvAT), the

potential configuration dependence, and the fidelity of their

performance bottlenecks. Finally, based on the results of

these characterization methods and analyses, we present a

decision tree that architects can use to determine the

technique that best suits their situation.
The remainder of this paper is organized as follows:

Section 2 describes the problem in addition to describing

each of the seven techniques. Sections 3 and 4 describe the

experimental framework and characterization methods,

respectively, while Sections 5 and 6 present the results.

Section 7 describes some related work, Section 8 makes

specific recommendations about simulation methodology

and Section 9 summarizes the paper.
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2 PREVAILING SIMULATION TECHNIQUES

To reduce the simulation time to a tractable level, computer
architects typically use several techniques to approximate
the behavior of the reference input set. These techniques
fall into three categories: 1) reduced input sets, 2) truncated
execution, and 3) sampling.

Reduced input sets. The basic idea behind reduced input
sets is to modify the reference input set in some way to
reduce the simulation time when using the modified input
set. The hope is that the reduced input set still retains the
characteristics of the reference input set, but with a lower
simulation time. The primary advantage of using reduced
input sets is that the entire behavior of the program is
simulated in detail, including initialization, the main body
of the computation, and cleanup. The main disadvantage is
that their results may be very dissimilar compared to those
produced by the reference input sets. In addition,
developing reduced input sets can be a very tedious and
time-consuming undertaking. Examples of the SPEC 2000
reduced input sets include the test and train input sets
from SPEC and the MinneSPEC small, medium, and
large reduced input sets [13].

Truncated execution. In truncated execution, the architect
simulates the benchmark for a fixed number of instructions
while presuming that that arbitrary interval is representa-
tive of the entire program. There are three primary
variations. In the simplest case, which we call Run Z, only
the first Z million instructions of the benchmark are
simulated using the reference input set, where the value
of Z determines the simulation time. A variation on this idea
is to fast-forward through the first X million instructions and
then switch to detailed simulation for the next Zmillion (that
is, Fast-Forward X + Run Z (FF X + Run Z)). This technique
potentially improves on Run Z by skipping over the less
interesting aspects of the program. One problem with the
FF Xþ Run Z technique is that, after fast-forwarding, the
processor and memory states are “cold” (that is, invalid). The
solution to this problem is to “warm up” the processor and
memory before starting detailed simulation. One simple
implementation is to perform detailed simulation for Yþ Z

million instructions after fast-forwarding, while tracking the
simulation statistics for only the lastZmillion. We refer to this
technique as Fast-Forward X + Warm Up Y + Run Z (FF X +
WU Y + Run Z).

Sampling. Population sampling is a statistical technique
that is used to infer the characteristics of the population by
extrapolating from the characteristics observed in a subset.
The key to good results with population sampling is to
ensure that the chosen subset accurately reflects the overall
population. Computer architects have proposed using
representative, periodic, and random sampling as the basis
for reduced time simulation techniques.

Representative sampling attempts to extract from a bench-
mark a subset of its dynamic instructions that matches its
overall behavior when using the reference input set.
With the SimPoint [17] technique, for example, a relatively
small number of simulation points are chosen to be the
representative of the behavior of the entire program.
Determining the simulation points first involves profiling
the benchmark to identify the candidate simulation points

and then using machine-learning-based clustering to select
a set that is representative of the entire program. After
simulation, the results from each simulation point are
weighted to compute the final simulation results. The
number of simulation points and the length of each
determine the overall simulation time.

By contrast, periodic sampling simulates selected portions
of the dynamic instruction execution at fixed intervals:
SMARTS [18] is a recent example. The sampling frequency
and the length of each sampling unit are used to control the
overall simulation time. To improve its accuracy, SMARTS
uses a statistical sampling theory to estimate the CPI error
of the sampled simulation versus the reference simula-
tion. If the estimated error is higher than the user-specified
confidence interval, then SMARTS recommends a higher
sampling frequency. SMARTS also uses “functional warm-
ing” to maintain the branch predictor and cache state
between sampling units.

Finally, in random sampling, the simulation results from
N randomly chosen and distributed intervals are combined
together to produce the overall simulation results. To
reduce the error associated with random sampling, Conte
et al. [4] suggested increasing the number of instructions
dedicated to processor warm-up before each sampling unit
and/or increasing the number of sampling units.

Prevalence of simulation techniques. In addition to simulat-
ing the reference input set to completion and the above
techniques, a multiplicity of additional permutations exist.
For obvious reasons, quantifying the accuracy of all
permutations is infeasible. Therefore, to determine the set
of techniques to analyze in this paper, we examined the
proceedings for HPCA, ISCA, and MICRO from 1994 to 2003
to determine the most prevalent techniques. Our results show
that the four most popular techniques are FF XþRun Z

(27.3 percent of all known techniques), Run Z (23.1 percent),
reduced input sets (18.5 percent), and simulating the bench-
mark to completion (17.8 percent). Since these four techni-
ques account for almost 90 percent of all known techniques,
we included these four techniques in the set of candidate
techniques studied in this paper. We also included FF Xþ
WU Yþ Run Z since it is a more accurate version of
FF Xþ Run Z, SimPoint and SMARTS since they are likely
to increase in popularity, and, although it was rarely used,
random sampling since it makes for an interesting compar-
ison to the other sampling-based techniques.

Table 1 shows our final list of the 81 permutations of the
candidate techniques. For the truncated execution techni-
ques, the values of X, Y, and Z were based on the superset of
common permutations that we found in our survey,
whereas the specific values for the sampling-based techni-
ques were based on those in [11] for SimPoint, [18], [19] for
SMARTS, and [4], [5], [6] for random sampling. (To
facilitate the comparison of SMARTS and random sam-
pling, the values for random sampling were set to SMARTS-
like values.)

For random sampling, the number of instructions
between sampling units was randomly chosen from a range
of values (either 10�U to 10; 000�U or 10�U to 100; 000�U,
where U is the number of instructions in each sampling
unit) and where there is an equal likelihood of choosing any
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value from the range. Each permutation was simulated
three times and the results were averaged across all three
simulations.

3 EXPERIMENTAL FRAMEWORK

In this paper, we used wattch [2] as the base simulator. We
chose wattch as the base simulator because we originally
wanted to evaluate the performance and power accuracy of
each simulation technique. However, due to the fact that
there is less variation in the power results, the power
accuracy of all techniques was comparatively higher (and,
therefore, less interesting) than the performance results.
Consequently, due to space limitations, we do not present
those results. We modified wattch to include user-
configurable instruction execution latencies and through-
puts and a user-configurable warm-up. To implement
SMARTS, we added periodic sampling, functional warm-
ing, and statistical error estimation to wattch.

To characterize the accuracy of each technique, we used
a total of 56 different processor configurations. Since these
configurations are associated with a specific characteriza-
tion method, the configurations are listed in Sections 4.1
and 4.3, along with the characterization method.

The 10 benchmarks that were used in this study, shown in
Table 2 along with their input sets, were selected from the
SPEC 2000 benchmark suite because they are all written in C
and because these benchmarks represent the most popular
benchmarks that architects typically use [3]. The total
simulation time limited the number of benchmarks that we
could simulate. Even then, simulating the reference input
set and the 81 permutations in Table 1 for 56 processor
configurations and 10 benchmarks required the simulation of
over one quadrillion ð1015Þ detailed instructions, which
required approximately four years of constant simulation.
All benchmarks were compiled at optimization level O3 by
using SimpleScalar’s version of the gcc compiler ver-
sion 2.6.3. With the exception of the reduced input sets, the
input set for all techniques was the reference input set or
one of the reference input sets in the case of gzip, gcc,
perlbmk, vortex, and bzip2.

4 DESCRIPTION OF THE CHARACTERIZATION

METHODS

To measure the accuracy of each technique, we used three
different characterization methods. Section 4 describes these
methods, while Section 5 presents the results of each.
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4.1 Processor Bottleneck Characterization

The first characterization method is a performance bottle-
neck analysis using a Plackett and Burman (PB) design [16].
For architects, the PB design can determine which processor
and memory parameters have the largest effect on the
performance of the processor, that is, the biggest perfor-
mance bottlenecks. The output of a PB design is a value that
is associated with each input parameter (bottleneck). The
magnitude of this number represents the effect that that
parameter has on the variability in the output value, for
example, number of cycles. The parameters with the largest
PB magnitudes have the largest effect on the number of
cycles and represent the largest performance bottlenecks in
the processor and memory subsystem.

After calculating the effect that each parameter has
on the CPI, we rank the parameters based on their
PB magnitudes (1 = largest magnitude) and then vectorize the
ranks. To determine the similarity in the performance
bottlenecks of the reference input set and each technique,
we calculate the euclidean distance between their rank
vectors. Therefore, the technique that has the smallest
euclidean distance is the one that is the most accurate, that
is, has the set of performance bottlenecks that is most similar
to those of the reference input set. (It is important to note
that we verified that using ranks did not significantly distort
the results as compared to using the PB magnitudes. Rather,
using ranks prevented some bottlenecks from dominating the
results, which allowed fewer significant bottlenecks to have
some limited effect. The reason that we chose ranks over the
PB magnitudes was because comparison of ranks is more
straightforward and intuitive.)

Finally, our set of processor and memory parameter
values is similar to those found in [20].

4.2 Execution-Profile Characterization

If the PB design is a hardware-level characterization, then its
software-level counterpart is the basic block characterization.
We characterize the basic blocks based on their execution
frequencies (BBEF) and their instruction counts (BBV in
SimPoint terminology). In this paper, we define a basic block
to be the group of instructions between a branch target (taken
or not taken) up to the next branch. The BBEF is simply the
number of times that each basic block is executed. By
comparing the BBEF profiles for the reference input set
and each technique, we can determine how accurate that
technique is in terms of code coverage. The BBV is similar to
BBEF except that, instead of incrementing the count by one
each time a basic block executes, we increment that basic
block’s counter by the number of instructions that were

executed in that instance of that basic block, which factors
in the number of instructions in each basic block.

We use a �2 test [14] to compare the distributions of the
reference input set and each technique. If the �2 test
value is smaller than the �2 statistic, then the two
distributions are considered to be statistically similar. We
also use the �2 test value as a measure of the distance
between the two distributions: Similar distributions will
have a very small �2 test value.

4.3 Architectural-Level Characterization

The last characterization method that we used to compare
techniques is at the architectural level. We first vectorize a
set of metrics—instructions per cycle (IPC), branch predic-
tion accuracy, level-1 (L1) D-cache hit rate, L1 I-cache hit
rate, and level-2 (L2) cache hit rate—after normalizing each
metric to its maximum possible value to allow for cross-
metric comparisons and then calculate its euclidean
distance from the reference input set. We included this
characterization since these metrics are often used by
architects to evaluate their enhancements. However, the
principal deficiency of using architectural-level metrics is
that, since they average the effect of all factors over time to
produce a single number, the effects of larger interactions
may counterbalance each other while obscuring the effects
of lower order interactions. Table 3 lists the key parameter
values for the four configurations used for the architectural-
level characterization. These parameter values were chosen
based on a survey of several commercial processors.

5 RESULTS OF CHARACTERIZATION METHODS

The next two sections present the results of our analysis of
the accuracy and simulation speed for the seven techniques
that were described in Section 2. Section 5 presents the
results for the three characterization methods that were
described in Section 4, while Section 6 quantifies the SvAT
and the potential configuration dependence that each of
these techniques have.

5.1 Processor Bottleneck Characterization Results
and Analysis

Since the number of elements in each vector of ranks is 43
and since the value of each element is a number between 1
and 43, the maximum euclidean distance between two
vectors occurs when the ranks for the two vectors are
completely “out of phase,” that is, < 43; 42; 41; . . . 3; 2; 1 >
versus < 1; 2; 3; . . . 41; 42; 43 > ). This distance is 162.75.
Fig. 1 presents the average (mean) euclidean distance away
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from the reference input set across all permutations for
each technique, which is normalized to the maximum
distance and scaled to 100.

Across all benchmarks, the accuracy of the reduced input
sets varies significantly. In general, the poor accuracy (large
euclidean distance) of the reduced input sets is due to two
reasons. First, especially in the case of mcf, the percentage of
cycles due to cache misses serviced by main memory is
much larger for the reference input set than in any of the
reduced input sets. Consequently, we expect (and find) that
the reduced input sets tend to underestimate the rank of the
memory-hierarchy-related bottlenecks. For example, in gcc,
the rank of the memory latency for the reference input
set is 3, whereas its rank for the SPEC test reduced input
set is 41. Second, our results for the basic block analysis,
presented in Section 5.2, shows that the execution profiles of
the reduced input sets and the reference input set are
very different. In other words, using a reduced input set
effectively simulates a different program than when using
the reference input set.

With the exceptions of vpr-Place and art, the accuracy of
the truncated execution techniques is also quite poor.
Although the distances for FF Xþ Run Z and FF Xþ
WU Yþ Run Z are lower than the distances for Run Z, the
reasons for the poor accuracy of these techniques are the
same. First, since computer architects choose the values of
X, Y, and Z arbitrarily, these three techniques end up
simulating a portion of the program that not only may be
uninteresting but may also not be representative of the

entire benchmark. Second, given the highly complex phase
behavior of some of these benchmarks (gcc is an excellent
example), simulating a few billion instructions, even after
fast-forwarding through a few billion instructions, does not
simulate enough phases of the program to elicit a similar set
of performance bottlenecks. However, increasing the period
of detailed simulation reduces the appeal of this class of
techniques by increasing its simulation time.

Of the three sampling-based simulation techniques,
SimPoint and SMARTS are significantly more accurate than
the reduced input set and truncated execution techniques,
whereas random sampling is generally more accurate. There-
fore, from a performance bottleneck point of view, the
sampling-based techniques have performance bottlenecks
that are more similar to the performance bottlenecks induced
by the reference input set. Overall, SMARTS is slightly
more accurate than SimPoint since, for six of the 10 bench-
marks, the minimum distance for SMARTS is lower than the
minimum distance for SimPoint (in terms of the average
distance, SMARTS is smaller for five benchmarks), whereas
both are more accurate than random sampling.

It is important to note that large differences in the ranks
for bottlenecks that are not significant can increase the
apparent distance for a technique. To examine if this is the
case, Fig. 2 shows the difference in the SimPoint and
SMARTS distances, each with respect to the reference

input set, that is,

kSimPoint� referencek � kSMARTS� referencek;
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whereas Fig. 3 shows the corresponding comparison
between random sampling and SMARTS. Both figures only
show the results for the most accurate (smallest euclidean
distance) permutation of each technique.

The bottlenecks along the x-axis are sorted in ascending
order (the most significant to the least significant) of the
reference input set rank for each benchmark. Therefore, the
same rank in different benchmarks may correspond to
different bottlenecks. This plotting allows us to examine the
effect of each bottleneck in decreasing order of significance
in each benchmark. The difference in the distances for
bottleneck N is the difference in the distances when only the
N most significant bottlenecks are included in the distance
calculations. Note that, since the most significant bottle-
necks are shown on the left-hand side, larger differences in
the euclidean distance on the left-hand side are more
significant than the same distance on the right-hand side.

Fig. 2 shows that, for all benchmarks except for gcc, there
is relatively little difference between the euclidean distances
for SimPoint and SMARTS, at least for the most significant
bottlenecks. Therefore, we conclude that, for these bench-
marks, with the exception of mcf, SMARTS is slightly more
accurate than SimPoint. For mcf, SimPoint is slightly more
accurate than SMARTS. For gcc, there is a difference in the
euclidean distances starting at bottleneck 3 (memory latency)
due to a combination of two factors. First, the warm-up
approach that we used in this paper (assuming cache hit for
each first cache way access) tends to overestimate the cache
hit rate, which makes the memory latency appear to be a less
significant performance bottleneck than it is. Note that this
problem is more severe for benchmarks with large numbers
of phases and that these results illustrate the importance of
using accurate warm-up techniques. Second, since gcc has a
very complex phase behavior and, for this specific SimPoint
configuration (multiple 10 M simulation points), phase
transitions are typically not chosen to be simulation points,
which subsequently underestimates the effect of the memory
latency. Increasing the maximum number of simulation
points, for example, using 1 M simulation points, with a
max_K of 300, can minimize this problem. Note, however,
that, although the absolute error may be significant, the
relative error of SimPoint is constant and relatively small [15].

For gcc, it is also important to reiterate that, although the
performance bottlenecks, taken as a whole, for SimPoint are
more similar to those of the reference input set than

those for SMARTS, this result is due to the fact that
SMARTS is not as accurate as SimPoint in estimating the
importance of less significant performance bottlenecks.

Fig. 3 confirms the conclusion that SMARTS is more
accurate than random sampling, with the possible excep-
tions of gcc and perlbmk. Although random sampling seems
to be more accurate than SMARTS for gcc, as was the case in
Fig. 2, the apparent inaccuracy of SMARTS is solely due to
less significant performance bottlenecks. For perlbmk, ran-
dom sampling more accurately estimates the importance of
the second, third, fourth, and fifth most significant
performance bottlenecks (ROB size, L2 cache latency, type
of branch predictor, that is, branch prediction accuracy, and
number of integer ALUs, respectively). However, since the
PB magnitudes of the second and third most significant
bottlenecks are very close (as are the PB magnitudes for the
fourth and fifth most significant bottlenecks), the difference
in euclidean distances is a little misleading due to the
quantization error incurred by using ranks. Nevertheless,
random sampling estimates the significance of these four
bottlenecks a little more accurately than SMARTS does.

In conclusion, the results in this section show that the
reduced input set and truncated execution techniques are
very inaccurate as compared to the results obtained by the
reference input set. By contrast, the three sampling-
based techniques—SMARTS, SimPoint, and random sam-
pling, in descending order of accuracy—are significantly
more accurate.

5.2 Execution-Profile Characterization Results and
Analysis

In this section, we examine how the seven reduced time
simulation techniques compare to the reference input set
when using the execution-profile characterization. Fig. 4
presents the results of this characterization. Due to space
limitations, since the results of the BBEF and BBV are virtually
identical, we discuss only the results of the BBEF character-
ization. Additionally, we also present the results for gzip, gcc,
mcf, and bzip2 only. Note, however, that the results of these
benchmarks are representative of the entire set.

As described in Section 2, if the variability in the CPI
between sampling units is too high, which depends on the
specific processor configuration being simulated, SMARTS
recommends a higher sampling frequency. However, since
the execution profile is independent of the processor
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configuration, for SMARTS, we measure the execution

profile for several different initial sampling frequencies

(10,000, 20,000, and 30,000).
In the same vein, since the processor warm-up does not

affect the execution profile, we ignore the permutations that

differ only in their warm-up lengths. For example, for

SMARTS, U: 100, W: 200 versus U: 100, W: 2,000 versus

U: 100, W: 20,000, and FF 999MþWU 1Mþ Run 500M

versus FF 990MþWU 10Mþ Run 500M versus FF 900Mþ
WU 100Mþ Run 500M.

In Fig. 4, the y-axis corresponds to the �2 test value

between the basic block distribution of each simulation

technique and the corresponding distribution for the

reference input set. Therefore, if a technique has a very

similar execution profile (each basic block executes the

same fraction of the time), the �2 distance will be very

small. Note that the scale of the y-axis is logarithmic.
The results in Fig. 4 show that the execution profiles of

the three sampling-based techniques are more similar to the

execution profile of the reference input set than the

reduced input set and truncated execution techniques. In

other words, the sampling-based techniques execute the

same basic blocks and at more similar frequencies than the

other four techniques.
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Given the fact that the truncated execution techniques
execute a single, essentially random, interval of instructions,
it is not surprising to see that their execution profiles for
all benchmarks are extremely dissimilar as compared to
the execution profile of the reference input set. For a
similar reason, given that the reduced input sets may
simulate a totally different input than the reference input
set, it is also not surprising to find that their execution
profiles differ. However, for some benchmarks, if the
reduced input set is substantially similar to the reference
input set, then the execution profile of that reduced input
set may be very similar to that of the reference input set.
For example, the MinneSPEC reduced input sets of gzip are
simply a truncated version of the reference input set.

Of the three sampling-based techniques, SMARTS and
random sampling have execution profiles that are very
similar to the execution profile of the reference input set,
followed by SimPoint. The reason that SMARTS and
random sampling are more accurate than SimPoint from
an execution-profile point of view is that SimPoint does not
touch some basic blocks at all, whereas the probability of
touching a basic block with SMARTS and random sampling
is proportional to the frequency of the execution of each
block. This is the same reason that the X-10,000,000
permutation is more accurate than either the 1–100,000,000
or X-100,000,000 permutations. The X-10,000,000 permuta-
tion simply touches more basic blocks. Finally, the results
for SimPoint show that, although 1-100,000,000 does not
have a very similar execution profile, SimPoint is signifi-
cantly better at picking a single representative interval,
from a code perspective, as compared to truncated
execution.

Finally, the results show that, at a 95 percent confidence
level, the execution profiles of all permutations of the
reduced input sets and the truncated execution techniques
are statistically different from the execution profile of the
reference input set. This conclusion is not surprising
given the nature of these simulation techniques and the
results in the previous section.

On the other hand, the execution profiles of the three
sampling-based techniques are statistically similar to the
execution profile of the reference input set for most
permutations, especially for the ones that have the largest
number of sampling units, for example, X-10,000,000 for
SimPoint and U: 100 for SMARTS/random sampling.
Obviously, if a permutation of a sampling-based technique
has a larger number of sampling units, the sampling units

are more spread out across the benchmark, which makes it
more likely that all basic blocks will be touched at the
correct relative frequency.

(Due to improperly scaling the basic block vectors, our
previous work [21] showed that the execution profiles of all
techniques were statistically similar to that of thereference
input set. These new results correct that previous error.)

5.3 Architectural-Level Characterization Results
and Analysis

While the results in the previous two subsections quantified
the accuracy of each of the simulation techniques from a
performance bottleneck and execution-profile point of view,
what is more important is that each technique has similar
architectural-level metrics (IPC, branch prediction accuracy,
L1 D-cache hit rate, L2 cache hit rate, and L1 I-cache hit rate)
as the reference input set. More specifically, after
extracting the metrics, we

1. normalize the value of each metric to its maximum
value,

2. scale the normalized value to 100,
3. vectorize the scaled normalized values, and
4. compute the Manhattan distance between each

vector for each technique and the vector for the
reference input set.

Since there is no defined certain maximum for CPI, we use
IPC instead, which has a maximum value equal to the
issue/commit width. We use the Manhattan distance
instead of the euclidean distance because the difference in
the distance is equal to the difference in the scaled
normalized values of each metric.

Fig. 5 presents the architectural-level accuracy for each of
the reduced time simulation techniques for configuration 1.
The results for the other three configurations were similar.
The y-axis shows the scaled normalized Manhattan distance
between the vectors of architectural metrics for each
technique and the reference input set. The height of
each bar shows the average accuracy in terms of the
Manhattan distance for that technique, whereas the error
bars show the minimum and maximum distances.

The results in Fig. 5 are very similar to those in Fig. 1.
More specifically, Fig. 5 shows that the reduced input sets
and truncated execution techniques are not very accurate,
whereas the three sampling-based techniques are signifi-
cantly more accurate: SMARTS is the most accurate,
followed by SimPoint, and then random sampling. Note

1556 IEEE TRANSACTIONS ON COMPUTERS, VOL. 56, NO. 11, NOVEMBER 2007

Fig. 5. Accuracy of architectural metrics in terms of their scaled normalized Manhattan distance for configuration 1.



that the large error in the SimPoint results for gcc is due
solely to the higher-than-expected cache hits rates from
using the assume-cache-hit warm-up technique.

Fig. 6 shows the accuracy of each architectural metric for
the worst (left) and best (right) permutations of each
technique for mcf. A permutation was the worst (best) if it
had the largest (smallest) overall Manhattan distance. Note
that the height of each bar in Fig. 6 corresponds to the end
point location of the error bars for each technique in Fig. 5.

Fig. 6 shows that the poor accuracy of the reduced input
set and truncated execution techniques is largely due to
large differences in the L1 D-cache and L2 cache miss rates,
which, for this configuration with the reference input set,
are 30.2 percent and 63.1 percent, respectively. By contrast,
the corresponding miss rates of the small reduced input
set, for example, are 13.0 percent and 22.1 percent,
respectively. These results are not particularly surprising,
given that the reduced input set techniques do not simulate
enough instructions (and, therefore, do not generate enough
misses) and that the truncated execution techniques have
significantly smaller effective working set sizes.

On the other hand, the memory and, correspondingly,
overall behavior of the three sampling-based techniques are
significantly more similar to that of the reference input
set. Comparing the two random results, we see that the
difference between the worst and the best permutations is
only in the number of instructions in each sampling unit.
The improvement in the L2 cache hit rate distance is due to
the “self-warming” effect that the larger sampling unit has.

5.4 The Efficacy of the Characterization Methods

It is extremely important to note that, since these three
characterizations examine the accuracy of the seven
reduced time simulation techniques from three different
perspectives, the coherency of the results and conclusions
indicates that the accuracy of each technique is not merely a
side effect or construct of the specific characterization

method, but, rather, an intrinsic property of the technique.
Therefore, although the conclusions are the same for all
three characterizations, the coherency across all three
bolsters the validity of the conclusions and the efficacy of
the characterizations.

6 AN ANALYSIS OF THE SVAT AND POTENTIAL

CONFIGURATION DEPENDENCE

6.1 SvAT Analysis

Computer architects typically assume that increased simu-
lation speed comes at the cost of reduced simulation
accuracy such that the ideal technique minimizes the loss
of accuracy while maximizing the simulation speed.
Although accuracy is the preeminent characteristic, speed
emerges as an important consideration when the accuracies
of several techniques are similar.

To accurately determine the SvAT of these techniques,
for all seven techniques, we simulated their permutations
on the same machine to eliminate any differences in the
processor, memory subsystem, network, operating system,
and so forth. Although we ran each test case only once (due
to the number of simulations), since we simulated almost
50 processor configurations for each permutation, the
amount of experimental error was negligible. The processor
configurations represent the envelope of the hypercube of
potential configurations.

Fig. 7 presents the SvAT graphs for all benchmarks. Speed
and accuracy are on the x and y-axes, respectively. The speed
of a technique is simply the total simulation time of that
technique as a percentage of the total simulation time of the
reference input set, whereas the accuracy of that technique
is the Manhattan distance between the CPI vectors of the
technique and the reference input set. (We used the
Manhattan distance instead of the euclidean distance in this
analysis because it presented the results more clearly.) We
included the cost of generating simulation points (for
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SimPoint) and simulation checkpoints (for SimPoint and
the truncated execution techniques) into the simulation
speed. (Versions of SimPoint newer than SimPoint 1.0
dramatically reduce the time needed to determine the
simulation points, but were not available when we started
this study.) The costs of generating the reduced input sets

and the initial profiling of SMARTS were not included as
these costs were not quantified in [13] and [18], respec-
tively. However, for SMARTS, the simulation times of the
simulations that did not sample at a high enough frequency,
that is, the required additional simulations, were included
in the cost. (Across all benchmarks, the average number of
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simulations for each SMARTS permutation ranged from
1.00 to 1.59, with a maximum of 6. Using slightly higher-
than-recommended sampling frequencies can reduce the
maximum number of simulations to about 3 [19].) Including
or excluding the costs of a technique merely moves/
stretches the technique’s lines right or left, respectively.
Finally, to reduce the clutter of each graph, we only present
the highest accuracy permutation of the SMARTS, random
sampling, FF XþRun Z, and FF XþWU YþRun Z techni-
ques. The legend specifies the exact permutation for each
technique.

The first key conclusion that we draw from these figures
is that the SvAT of the reduced input set and the truncated
execution techniques is very poor. Not only is their
accuracy very poor, but also their poor accuracy is
compounded by simulation times that are either not
inversely proportional to their accuracy (that is, poor
accuracy and speed) or significantly higher than for the
other techniques. In particular, the train input set has the
worst SvAT since its accuracy ranks toward the bottom and
since its simulation time is significantly longer than any
other technique. Therefore, the reduced input set and
truncated execution techniques, from the dual viewpoints
of simulation accuracy and speed, do not offer any
advantages as compared to SimPoint, SMARTS, and
random sampling.

It is interesting to note that increasing the detailed
simulation period of the truncated execution techniques
does not automatically confer a higher accuracy, for
example, gcc and perlbmk. Rather, naively increasing the
simulation period can simultaneously decrease both the
simulation accuracy and speed.

Although the accuracy of SimPoint is not quite as good
as SMARTS, SimPoint has a better SvAT than SMARTS
does, even after including the cost of generating the
simulation points (which is zero if the architect uses those
found on the SimPoint Web page) and including the cost of
generating the checkpoints (the cost of which is amortized
by successive runs and can be decreased by picking early
simulation points [15]). Therefore, if the architect’s principal
concern is accuracy, then SMARTS is the most appropriate

technique. However, if the architect is willing to sacrifice a
little accuracy for an increased simulation speed (and who
is not, around deadline time), then SimPoint is the most
appropriate technique.

As shown in Section 5, the accuracy of random sampling
is slightly worse than the accuracy of SMARTS and
SimPoint, but, as shown in Fig. 7, its simulation speed is
typically between the simulation speeds of SimPoint and
SMARTS. Therefore, from the results in Fig. 5, we conclude
that the SvAT of random sampling is not as good as
SimPoint (due to slightly lower accuracy and speed) or
SMARTS (due to a significantly lower accuracy).

In summary, from the perspective of an SvAT, the best
techniques are, listed in descending order of their SvAT,
SimPoint, SMARTS, random sampling, FF Xþ Run Z,
FF XþWU Yþ Run Z, Run Z, and reduced input sets,
although there is a large separation between the three
sampling-based techniques and the others.

6.2 Potential Configuration Dependence

Another relevant consideration for computer architects is
how the accuracy of these techniques changes based on the
processor configuration. The absolute accuracy of the ideal
technique will remain constant across a broad range of
configurations. A predictable and stable accuracy allows
trends to emerge from the noise of error.

To quantify the magnitude of this potential problem, we
calculated the percentage error between the CPIs of each
technique and the reference input set and then deter-
mined the frequencies of the CPI error for all configura-
tions. A technique is configuration dependent when the
magnitude of the CPI error varies significantly across
configurations. Another way of quantifying the configura-
tion dependence is to calculate the standard deviation of the
CPI error. A high standard deviation means that the CPI
error is very different across configurations, which means
that that technique is configuration dependent. Fig. 8 shows
the percentage of configurations that fell into each range of
CPI errors for that specific permutation across all bench-
marks. For each technique, Fig. 8 shows the worst (left) and
best (right) permutations. A permutation was selected as
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the worst or best when it had the highest or lowest standard
deviation for its CPI error.

Fig. 8 shows four key results. First, even for the best
permutations, we conclude that the reduced input set and
truncated execution techniques have a significant config-
uration dependence because the CPI error is distributed
across multiple error ranges. Second, SMARTS has very
little, if any, configuration dependence since the CPI error
of most configurations falls into one error range, that is, the
0 percent to 3 percent one. Even for the worst permutation,
more than 75 percent of its configurations have a CPI value
that is within 3 percent of the CPI for the reference input
set. In the best permutation, this percentage climbs to
almost 98 percent, which is slightly less than the target of
99.7 percent of the configurations being within �3 percent
of the reference input set’s CPI [18]. Nevertheless, given
the “extreme” nature of the configurations, that is, they
represent configurations at the envelope of the hypercube of
potential configurations and, in essence, constitute a “stress
test” for the reduced time simulation techniques, we
conclude that SMARTS has virtually no configuration
dependence. Third, for SimPoint, in the worst permutation,
there is a significant configuration dependence that largely
disappears in the best permutation. However, even in the
best permutation, the percentage of configurations for
which the CPI error is greater than 3 percent is lower than
the best case for SMARTS. Fourth and finally, like SimPoint,
random sampling has a significant configuration depen-
dence for the worst permutation, which clearly diminishes
for the best permutation. However, overall, random
sampling is more significantly configuration dependent as
compared to SimPoint.

Although the results in Fig. 8 show the frequency of CPI
errors across all benchmarks, we found that the results
presented in Fig. 8 were fairly typical for each benchmark
and that no benchmarks were “outliers” in terms of their
frequency of CPI error.

In conclusion, the results in this section show that the
reduced input set and truncated execution techniques are
severely configuration dependent because their CPI results
are very inaccurate and the CPI error does not trend. By
contrast, SimPoint and SMARTS have very little, if any,
configuration dependence because the CPI error is gener-
ally small and consistent. Finally, the configuration depen-
dence for random sampling ranges from severe to good for
the worst and best permutations, respectively.

7 RELATED WORK

Although we found several papers that were somewhat
related to this paper, we did not find any papers that
comprehensively evaluated the accuracy of all techniques
and found only one [10] that independently evaluated more
than one technique. Most papers that evaluated the
accuracy of techniques did so in the context of comparing
the results of a new technique to the results when using the
reference input set.

In [10], Gómez et al. show that the L2 behavior and
branch prediction accuracy of the MinneSPEC reduced
input sets are not reference-like and that the accuracy of
truncated execution depends heavily on fast-forwarding to a

representative interval. In contrast to the results presented
in this paper, they do not evaluate any sampling-based
techniques and only evaluate a limited number of permuta-
tions for the reduced input sets and truncated execution.
Furthermore, their results did not analyze the accuracy of
the techniques by using multiple characterizations nor did
they evaluate the SvAT and the potential configuration
dependence.

Outside of [10], the most relevant related work falls into
two categories: simulation methodology and simulator
validation.

Simulation methodology. Yi et al. [20] proposed using a PB
design as a means of introducing a statistical rigor into the
simulation methodology. More specifically, they used a PB
design to identify the most significant bottlenecks to help
choose parameter values, to select a statistically different set
of benchmarks, and to measure the effect that an enhance-
ment has on the processor. The first two applications
attempt to improve the simulation setup phase, whereas the
last application improves the analysis phase.

Eeckhout et al. [8] used statistical data analysis techni-
ques to determine the statistical similarity of benchmark
and input set pairs. To quantify the similarity, they used
metrics such as instruction mix, branch prediction accuracy,
cache miss rates, number of instructions in a basic block,
and maximum amount of parallelism inherent to the
benchmark. After characterizing each benchmark with
these metrics, they used statistical techniques such as
principal component and cluster analyses to cluster the
benchmarks and input set pairs together.

Simulator validation. Black and Shen [1] iteratively
improved the accuracy of their performance model by
comparing the cycle count of their simulator, which
targeted a specific architecture, against the cycle count of
the actual hardware. Their results show that modeling,
specification, and abstraction errors were still present in
their simulation model, even after a long period of
debugging. Their work showed the need for an extensive
iterative validation before the results from a performance
model can be trusted.

Desikan et al. [7] measured the amount of error, as
compared to the Alpha 21264 processor, which was present
in an Alpha version of the SimpleScalar simulator. Their
results showed that the simulators that model a specific
processor, such as SimpleScalar, generally report higher IPCs
than simulators that are validated against a real machine. On
the other hand, unvalidated simulators that targeted a
specific machine underestimated the performance.

Gibson et al. [9] described the types of errors that were
present in the FLASH simulator when compared to the
custom-built FLASH multiprocessor system. To determine
which errors were present in the FLASH simulator, they
compared the simulated execution time from the FLASH
simulator against the actual execution time of the FLASH
processor. Their results showed that the margin of error (the
percentage difference in the execution time) of some
simulators was more than 30 percent, which is higher than
the speedups that are often reported for specific architec-
tural enhancements.
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8 RECOMMENDATIONS

Based on the results of the three characterization methods,
the SvAT, and the configuration dependence analysis, we
make three recommendations for performing simulation-
based architecture studies.

Recommendation 1: Improve the documentation of simulation
methodologies. From our survey of simulation methodolo-
gies, the number of unknown techniques accounted for half
of all papers from HPCA, ISCA, and MICRO 1994 to 2003,
as well as approximately one-third of the papers in the later
years. Inadequately documenting how the results were
obtained prevents other researchers from verifying those
results or building upon them. More importantly, results
that are presented without adequate documentation or
justification of the simulation methodology may be con-
sidered to be suspect.

Recommendation 2: Sampling-based simulation techniques
should be used when the goal is to get reference-like results.
Simulation with reduced input sets should be viewed as
using a completely different benchmark program than what
is obtained when using the reference input set. Given its
generally low level of accuracy, the truncated execution
technique should not be used since any conclusions that are
drawn from the results by using this technique may simply
be a figment of the technique rather than a bona fide effect.
Due to the very high levels of accuracy and their very low
simulation times, we highly recommend that sampling-
based techniques, as epitomized by SimPoint, SMARTS,
and random sampling, be used instead. Although this may
seem to be an intuitively obvious recommendation, the
fraction of papers that used the reduced input sets or
truncated execution techniques actually increased from
68.9 percent in the eight years prior to the introduction of
SimPoint to 82.1 percent in the conferences that occurred
after SimPoint was introduced. Finally, benchmarks from
old benchmark suites should not be used unless there is a
compelling reason to do so, especially so since SimPoint and
SMARTS are both fast and accurate. In our survey, we

found a surprising number of papers that used benchmarks

that were more than five years old. (So as to not sound too

preachy, we would like to point out that we have been

guilty of some of these problems ourselves.)
Recommendation 3: Suggestions for selecting a simulation

technique. Based on the results presented in the previous

two sections and from our experience in this study, Fig. 9

presents the detailed ordering of the seven techniques for

several different categories. The Technical Factors branch

orders the techniques based on the conclusions from the

three characterizations (performance bottleneck, execution
profile, and architectural level), the SvAT, and the config-

uration dependence analysis, the results of which were

presented in Sections 5 and 6.
The Complexity to Use category reflects the complexity of

the changes to the simulator that are needed to support that

technique. Since the reduced input sets do not require any

changes, they have the lowest complexity to use. SMARTS

and random sampling have the highest complexity to use

since they require the largest number of changes to the

simulator, such as support for periodic/random sampling,

functional warming, and statistical calculations. The other
four techniques have a medium complexity to use because

they could require changes to the simulator to support fast-

forwarding, warm-up, and early termination.
The Cost to Generate category is the amount of effort that

is needed to “create” each technique. Since SimPoint

requires minimal user intervention to find a benchmark’s

simulation points, it has the lowest cost. Note, however,

that, for some compiler-based studies, the architect may

need to repeatedly generate new simulation points to reflect

the status of various levels of code optimization. On the

other end of the spectrum, SMARTS, random sampling, and
reduced input sets have the highest costs to generate since

new SMARTS and random sampling parameters (U, W)

may need to be found or new reduced input sets need to be

created for each benchmark suite. The truncated execution

techniques may require a moderate cost to generate if the

YI ET AL.: SPEED VERSUS ACCURACY TRADE-OFFS IN MICROARCHITECTURAL SIMULATIONS 1561

Fig. 9. Decision tree for the selection of a simulation technique.



architect does a little bit of profiling to determine reasonable
fast-forwarding, warm-up, and run values.

The Processor Component Analysis branch orders the
techniques based on how similar their performance bottle-
necks are within each of the processor’s major components,
that is, Instruction Fetch, Execute, and Memory Hierarchy.
After eliminating the bottlenecks that are less significant
than the dummy bottlenecks (that is, noise), we then
compute the euclidean distance between each technique
and the reference input set. Then, to facilitate compar-
isons across techniques and components, we divide the
euclidean distance by the number of significant bottlenecks
in the reference input set. By focusing on specific
components, this analysis determines which techniques
should be used for which components.

Although these results confirm the results obtained in
the previous sections, there are some interesting results. For
each of the three components and each benchmark,
SMARTS, SimPoint, and random sampling show the best
behavior overall. For gzip, equake, and vpr-Route, Run Z is
not appropriate for any of the components and therefore
should not be used. The reduced input sets are not
appropriate when focusing on Instruction Fetch and
Memory Hierarchy bottlenecks for gcc and vpr-Place. On
the other hand, for gzip, the reduced input sets are almost as
accurate as SMARTS, SimPoint, and random sampling.

In summary, for different processor components and for
a particular benchmark, the accuracy of a technique with
respect to the others may change. However, SMARTS,
SimPoint, and random sampling are the best overall
techniques.

9 CONCLUSION

With the advent of relatively detailed simulators such as
SimpleScalar, simulating the reference input set of a
SPEC 2000 benchmark to completion is not an option for
most computer architects. Consequently, architects have
proposed several simulation techniques, such as reduced
input sets, truncated execution, and sampling, with the
intent of decreasing the simulation time.

We used three characterizations to determine the accuracy
of each technique with respect to the reference input set.
First, we used the statistical PB design to perform a
performance bottleneck characterization of each technique.
Second, we performed an execution-profile analysis by
tallying the BBEF and BBV counts. Third, we compared
several architectural performance metrics. After evaluating
the accuracy of these techniques with the previous three
characterizations, we evaluated the SvAT and the potential
configuration dependence of each technique.

Our results lead to several important conclusions. First, the
accuracy of the reduced input set and truncated execution
techniques was very poor for all three characterizations and
the poor accuracy of these four techniques is not offset by a
faster simulation speed, which further diminishes their
utility. Second, these techniques are significantly configura-
tion dependent because they have a high frequency of large
CPI errors and because the CPI error does not trend. Third,
our results showed that, for all three characterizations and for
the configuration dependence analysis, SimPoint, SMARTS,

and random sampling are significantly more accurate

techniques. Fourth, although SMARTS is slightly more

accurate, SimPoint has a better SvAT. On the other hand,

the SvAT of random sampling is not as good as it is for

SimPoint and SMARTS due to lower accuracy without a

significantly faster simulation speed.
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